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THE BIG PICTURE
EFA discovers structure. CFA tests a structure you specified in advance. You hypothesize how many factors there are, which items load on which factor, and whether the factors correlate — then you ask whether the data are consistent with that hypothesis. CFA's value comes from being restrictive enough to fail. A model that can't fail can't teach you anything.

FOUNDATIONAL VOCABULARY
Observed Variable (Item / Indicator)
A question on your survey or a score you measured. In our workshop data these are the 50 IPIP Big Five items (E1–E10, N1–N10, A1–A10, C1–C10, O1–O10).
Latent Variable (Factor)
Something you can’t directly measure but believe exists and causes patterns in your observed variables. In our example: Extraversion, Neuroticism, Agreeableness, Conscientiousness, Openness. CFA treats factors as causes of item responses — the arrows in a path diagram point from factor to indicator.
Factor Loading (λ)
How strongly an item is connected to its factor. Standardized loadings range –1 to +1. Rule of thumb: ≥ .40 for behavioral items is a healthy benchmark; ≥ .50 is stronger. Loadings below ~.30 mean the item barely belongs.
Residual Variance (ε)
Variance in an item NOT explained by its factor. The CFA equivalent of EFA's uniqueness. Negative residuals are a Heywood case — stop and investigate.
Factor Variance (ψ)
How much the latent factor varies in the population. With marker identification (the lavaan default), the factor variance is freely estimated. With variance standardization (std.lv = TRUE), it is fixed to 1.
Factor Covariance / Correlation
How latent factors relate to each other. CFAs typically allow factors to correlate (oblique solution). Correlations above |.85| suggest two factors are not really distinct.
Cross-loading
An item that loads on more than one factor. In standard CFA, cross-loadings are FIXED to zero. The model assumes simple structure. If a cross-loading is needed, free it explicitly and justify why.
Correlated Residuals
Residuals between two items that share variance beyond what the factors explain. Usually a method effect (e.g., near-duplicate item content). Fixed to zero by default; freed only with substantive justification.

THE CFA MODEL (THE KEY EQUATIONS)
Per-item: yᵢ = τᵢ + λᵢ η + εᵢ    — each item is a regression on its latent factor with intercept τ, loading λ, and residual ε.
Whole model: Σ(θ) = Λ Ψ Λ' + Θε    — the model-implied covariance matrix is built from the loading matrix Λ, factor variance/covariance matrix Ψ, and residual variance matrix Θε. Estimation finds parameter values that make Σ(θ) most resemble the observed S.

EFA → CFA: WHEN AND WHY
	Stage
	What you do
	Why

	EFA
	Let the data suggest a factor structure
	Discover plausible structure when theory is incomplete

	CFA
	Specify the structure in advance, fit, evaluate
	Test whether the structure holds on independent data

	Split-half / Cross-validation
	EFA on one half, CFA on the other
	Avoid the circularity of testing a structure on the sample that suggested it


If you respecify a CFA on the same sample you fit it on, you owe a third sample to validate. With 1 dataset, do EFA → CFA → hold respecification to a strict standard.



IDENTIFICATION (CAN YOUR MODEL EVEN BE ESTIMATED?)
Counting: Known values = p(p+1)/2, where p is the number of indicators. Free parameters = loadings + factor variances + factor covariances + residual variances + any freed residual covariances. df = Known − Free.
	df < 0
	Under-identified — model cannot be estimated. Too many free parameters.

	df = 0
	Just-identified — fits perfectly by construction. No fit test possible.

	df > 0
	Over-identified — fit test is meaningful. This is what you want.


Scaling the latent variable: two equivalent options
1. Marker method (lavaan default): fix one loading per factor to 1. Factor variance is freely estimated.
1. Variance standardization (std.lv = TRUE): fix factor variance to 1. All loadings freely estimated, on a comparable metric.
Both approaches give equivalent fit. Reviewers don’t care which; you need to know which one you used.
3-indicator rule
A factor with 3+ indicators is identifiable on its own. 2-indicator factors only work when correlated with another factor and are prone to estimation problems. If you can write 3 indicators, write 3.

ESTIMATION (HOW PARAMETERS ARE FOUND)
	Estimator
	Use when
	Notes

	ML
	Continuous indicators, approx. multivariate normal, large N
	Default. Gives χ², fit indices, SEs.

	MLR
	Continuous indicators, non-normal data
	Same point estimates as ML; sandwich SEs; Satorra–Bentler scaled χ². Modern default for non-normal continuous.

	WLSMV
	Ordinal indicators (Likert with few categories)
	Treats items as ordered; fits polychoric correlations. Slower; needs more N. Standard for ordinal.

	ML + FIML
	Any of above + missing data
	Pass missing = "fiml" to use all available data. Works with ML/MLR. Not WLSMV.


Whichever estimator you use, name it in the methods. Reviewers ask.

EVALUATING FIT (REPORT ALL THREE CATEGORIES)
	Index
	Conventional cutoff
	What it tells you

	χ² (chi-square)
	p > .05 (rarely met)
	Tests S = Σ(θ) exactly. At large N rejects almost everything. Use for nested-model comparison, NOT as the sole verdict on absolute fit.

	CFI
	≥ .95 good; ≥ .90 acceptable
	Comparative fit vs. null model. Higher is better. Sensitive to model size.

	TLI
	≥ .95
	Like CFI but penalizes complexity; can exceed 1.

	RMSEA + 90% CI
	≤ .06 close; ≤ .08 reasonable
	Per-df discrepancy in the population. Always report the 90% CI and the close-fit p-value.

	SRMR
	≤ .08
	Average standardized residual. Interpretable on the correlation metric. Behaves poorly under WLSMV.


Watch out: the conventional cutoffs (Hu & Bentler, 1999) come from one Monte Carlo study on a specific class of models. McNeish & Wolf (2023) and Groskurth et al. (2024) show fixed cutoffs misbehave for typical psychological CFAs. Report the indices and engage with the debate when reviewers push.

LOCAL FIT & THE RESPECIFICATION TRAP
Local fit diagnostics
1. Standardized residuals: covariances the model is failing to reproduce. Values |z| > ~2.5 flag misfitting item pairs.
1. Modification indices (MIs): expected drop in χ² if a fixed parameter were freed. Computed as a Lagrange multiplier statistic without refitting.
1. Expected parameter change (EPC): the value the parameter would take if freed. The standardized EPC is more interpretable than the MI itself, especially at large N.
Three questions before freeing any parameter
1. 1. Is there a substantive rationale (theory, item content, known method effect) independent of the MI?
1. 2. Would you have predicted this parameter before seeing the MI?
1. 3. Will you report and justify it transparently in the paper?
If any answer is no, do not free the parameter. MI-driven model search is the most common form of capitalization on chance in CFA. Every freed parameter is a story you owe the reader.

COMMON PITFALLS
Heywood cases: negative residual variances or standardized loadings > 1. Don’t paper over them by constraining the parameter — ask why. Usually misspecification, two-indicator factors, or small N.
Non-convergence: solver hits the iteration limit without stabilizing. Read the warning text. Often poor starting values, weak factors, or bad model.
Treating ordinal as continuous without comment: Likert items aren’t truly continuous. ML is an approximation. With 5+ categories and reasonable normality, the approximation is usually fine — but acknowledge it. You can use MLR (R is for robust). With 2–3 categories, consider switch to WLSMV.
MI fishing: freeing parameters until χ² looks happy. The model will fit on this sample and fail on the next. Use the three-question filter above.
Cherry-picking fit indices: reporting CFI but not SRMR, or RMSEA without its 90% CI. Report all four indices.
Confirming on the discovery sample: running EFA and CFA on the same data is circular. Split the sample or replicate on a new dataset.

LAVAAN SYNTAX QUICK REFERENCE
	Operator
	Meaning
	Example

	=~
	is measured by
	E =~ E1 + E2 + E3

	~~
	(co)variance
	E1 ~~ E2

	~
	regression
	y ~ x

	~1
	intercept / mean
	E ~ 1

	1*
	fix to 1
	E =~ 1*E1 + E2

	NA*
	free a fixed param
	E =~ NA*E1 + E2

	a*
	label parameter ‘a’
	E1 ~~ a*E2


Minimal CFA call
fit <- cfa(model, data = d, estimator = "ML", missing = "fiml", std.lv = FALSE)
summary(fit, fit.measures = TRUE, standardized = TRUE)

REPORTING CHECKLIST
1. N, source of data, missingness handling
1. Estimator and rationale (ML / MLR / WLSMV; FIML if used)
1. Identification strategy (marker vs. variance standardization)
1. Hypothesized model (figure, or full lavaan syntax in supplement)
1. Global fit: χ² (df, p), CFI, TLI, RMSEA + 90% CI, SRMR
1. Standardized factor loadings for all items
1. Factor variances and factor correlations
1. Every respecification with substantive justification (NOT "MI was big")
1. Split-half or holdout validation results, if performed
1. Code and data (or seed + DGP) sufficient for replication
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